The Evolution of Web Servers
Josh Erickson1, Jason Jones2, Cortney Riggs3, Eric Schweitzer4, Cody Wiggins5
Montana State University
Bozeman Montana United States of America

1josh.erickson@msu.montana.edu
2jason.jones@msu.montana.edu
3cortney.riggs@msu.montana.edu
4eric.schweitzer@msu.montana.edu
5cody.wiggins@msu.montana.edu


Abstract— There are over 205 million websites on the Internet today. This number is rapidly growing in size with every passing moment. Similarly to the rapid increase in the number of these websites, the development of various types of web servers grown. These servers of different sizes and capabilities have lured us into an   age-old question. Is there a common theme in these servers? Furthermore, do they tend to get better or degrade as they mature?
Introduction
Extendibility is key value for developers to be able to further use and develop the code for an application. In the case of open-source, it also helps popularity of the product. Evolution of an application as time goes on affects the ability to easily extend and further develop it. Measuring this evolution can be viewed as growth or decay of the source code.

Metric Methodology
To determine how these web servers evolved various ideas for metrics were considered. Taken into consideration were ideas to measure object-oriented concepts (since the web servers were all JAVA based), size, and code modification. How these three areas related to each other could hopefully give insight into the evolution of the web servers as a whole.
Object Oriented Concepts
With regards to metrics covering the object-orientation concepts, we considered how coupling, cohesion, and data patterns in general might play a role. However, these metrics did not prove very useful in describing the evolutional change of the web servers. With all of the web servers viewed, there was no real change in these areas. 
Size Changes
As software products are developed, the inevitably grow in size. This applies to lines of code, byte size, classes, and methods. Are any of these, or combination of these, a way to inspect the evolution of the program as it is continually developed?  To more efficiently extend from the code, developers rely on comments within the code to understand it. For this reason, we believe a combination of code and comments gives potentially valuable information to measure the extendibility of an application. 
Code modification
As an application is developed, code modification is constantly occurring. Some of this modification can affect the extendibility for a developer. Deleted and/or depreciated classes and methods may increase the challenge of continued development by removing once useful aspects of the code. Because of this, we need to take into account code modification as the program evolves. 
Metrics
With the above concepts for defining purposeful metrics for measuring extendibility, we came up with:
1.) Code Integrity Ratio, or comment lines/total non-blank lines
2.) As said before, the code modification is also considered with this. The code integrity ratio was combined with insight into how removal, depreciation, or addition of code was done. These three things required viewing the source code files to determine how the changes had been made between versions. Since the amount of the source files varied between web servers, the files for the basic functions of a web server were mined.

Apache-Tomcat
Tomcat was initially started by James Duncan Davidson with version 3.0.x in 1999 and was a servlet reference implementation.  This was not open source at the time but Davidson was able to help make it so later on in the projects lifetime. This sever uses the Java Servlet API to speed up performance by allowing requests to be handled by threads instead of forking requests. Now on its fourth version this sever is used by hundreds of different companies to help improve their efficiency.
1. Evolution
Initially when looking at the Tomcat server source folders you would think that a lot has changed in each version due to the large differences in size, as shown in Table III.A. But this is not true. As for the source folders it seems that most of the change is due to different file managing and deletion of unused folders and such. So looking at this set of data gave zero insight on the extendibility of this server. Due to the sheer size of Tomcat and the irrelevance of the large changes in size of the source folders we chose to look at single important .java files and examine how their lines of code and commenting changed during each version update.
 
 Table III.A

	Full .src Folder

	Version
	4.1.40
	5.5.28
	6.0.24

	File size
	18.7MB
	24.4MB
	15.7MB


 	
The first file that was examined was the Http11AprProcessor.java file which processes HTTP requests. This file itself was quite large and held a lot of important functions so there was the possibility of getting good data back from this to better understand how servers grow over time.  Table III.B clearly shows that in general the file did not change much is size over the three versions that were examined but after looking closer and directly at the code you can see what changed. In the first two versions the coding was unchanged but the comments were cleaned up a bit. That is to say some of the javadoc comments that were there to describe some of the methods were deleted and comments by a person were inserted to better understand what a method was doing, which took less lines of commenting to do. The change in lines of code in version 6 was merely because a new method was installed which did not have a big impact on our overall assessment on if this server’s growth. 



Table III.B
	
	HttpAprProcessor.java

	Version
	4.1.40
	5.5.28
	6.0.24

	Lines of Code
	239
	235
	235

	Lines of Comments
	328
	331
	330



The next file that was looked at was the HttpSevlet.java file, which makes a HTTP servlet suitable for a web site. Once again in general this class had very little change over all, Fig.3 but with regards to comments they again changed from straight up javadoc’s to ones by a real person which are easier to understand. The code changes only consisted of deletion of white space. So even though the changers were minor they may have helped in the later versions when someone else was reading through the code to see what was going on. 

 Table III.C

	HttpServlet.java

	Version
	4.1.40
	5.5.28
	6.0.24

	Lines of Code
	235
	235
	239

	Lines of Comments
	330
	331
	328


 	
 	The final two classes that were looked at were the Request.java file and the Response.java files. Each of these are a necessity to a sever so they were examined like the rest. Initially examination showed that both these files had very little change in lines of code and lines of comments, Fig.4. But a closer look showed that the increase in comment lines in the Request.java came from a person adding comments to the class not just more javadoc comments. On the other had the Response.java file showed no change at all which did not allow for much information to be gathered from that class. In fact this class looks very barren compared to the rest as in it was not even completely filled with javadoc comments like other classes were, which could mean that no one has touched it because it does not need to be changed or it was never commented at the start and any new developer could not really understand what was going on with it in the first place so they just left it. 



 Table III.D

	Request.java

	Version
	4.1.40
	5.5.28
	6.0.24

	Lines of Code
	204
	204
	210

	Lines of Comments
	75
	75
	88

	Responce.java

	Version
	4.1.40
	5.5.28
	6.0.24

	Lines of Code
	225
	225
	225

	Lines of Comments
	94
	94
	94



Apache-Tomcat Summary
Overall the coding that was examined in these files stayed basically the same with some minor additions. The commenting changes that were viewed showed that someone took the time to better comment some methods for better understandability in later versions.  Also as an outsider to the whole program itself the methods that had more human made commenting were easier to understand than ones with only javadoc comments which would allow for better extendibility had we been a group going to be adding to this open source server. 

JBoss
According to Jboss.org the JBoss application server is the world’s number one Java application server.   It is open source and fully developed and supported by the community.  JBoss was bought by RedHat and is now a division or their company.  Three versions of this web server application were analyzed, 5.0, 5.1, and 6.0 from the website http://www.jboss.org/jbossas/downloads/.   The files ranged in size from 90mb to 120mb.  These were very large packages that included other tools that were not directly related to servers.  Since our project focused primarily on application servers we searched through the folder labeled “server”.  The open source program called SourceMonitor was used to get statistical information on each version.  Source monitor is primarily used to measure changes in a single project but it can also be used to compare changes between versions of the same software.
A. Evolution
Source monitor gave the following sample results comparing the three versions:


	Checkpoint Name
	File Name
	Lines
	Percent Lines with Comments

	version 6.0
	WebServer.java
	576
	31.3

	Version 5.1
	WebServer.java
	550
	32.5

	version 5.0
	WebServer.java
	550
	32.5



This is part of the data from SourceMonitor.  The lines of code remain the same from 5.0 to 5.1 but increases by 26 from 5.1 to 6.0. However, the percent lines with comments decreases from 5.1 to 6.0.  This would indicate that the comments remained relatively the same while the lines increased.  This could indicate that the functions of the basic classes and methods remained the same so that the number of comments was not necessary to increase, or simply that the developers did not comment necessary code.  A closer look at the source code is necessary to determine which one is the case.

Jetty
Jetty is an open source servlet container. The main focus of the web server is to provide HTTP and servlet services, thus making it a flexible web server fulfilling a variety of uses.  Development of the Jetty web server application has had this goal in mind. Since flexibility has been a focus, the whole application has grown to a very large size—around 300 files—and implementation, personal use modification, extensions, and standard use of Jetty takes the needed modules to function. The extendibility for usage of Jetty becomes important due to its size.
Even with the size growth, Jetty has had the same basic core of developers [1]. If the same core of developers is the only developing team to continue to work on Jetty, usability of code may lose some of its value. Understanding of the code modules could be good by the developers. However, the file architecture and files have changed drastically over the course of release from version 4.2 to 8.0. This implies that the developers may not be well versed with the source code to Jetty, as it appears to be continually adapting code.
A. Evolution
As Jetty has evolved, several things have had drastic change while some key concepts have remained the same. The hierarchy, host site, and files have all had change. Design pattern usage for specific parts and a 20,000 ft view have remained the same. Commenting and documentation for these areas seems to maintain a consistent level of usability and extendibility. The core web server features looked at consisted of 123 files in version 4.2 and 119 files in version 8.0.
Jetty as a product has moved across several hosting sites. The significance of this comes with the hierarchy structure change that occurred during the move from Codehaus to Eclipse (another host move was made but the hierarchy remained the same). Originally, Jetty was contained in two basic packages:
· org.mortbay contained the HTTP client and server and Jetty specific code
· javax.servlet contained the flexible servlet code
With the transition the eclipse, all features for the flexible code were separated into their own packages, such as:
· jetty-io
· jetty-client
· jetty-servlet
for a total of 25 non-testing packages. This changed file and package relations drastically. Possibly making it more difficult to use, develop, or expand upon the code if one was already familiar with Jetty.
Other than a hierarchy change, the files themselves were different. From version 4.2 to 8.0 the basic HTTP server, client and servlet important files only had 5 .java files remain the same. The common files were the interface components of design patterns, such as a handler for the State pattern. The file changes were to handle upgraded standard specifications and to be more flexible. Looking through the code, comments suggest old files were phased out as releases went one—not being removed until completely depreciated.
The interface files that remained the same were key abstract parts of the State design pattern--and it seems another pattern appearance we have not been able to identify. Concrete realizations of interfaces have been the only parts swapped out of the design patterns. This plug in and out capability of the design patterns shows not only the effectiveness of the pattern usage, but also the ease of use and extension of the basic parts of Jetty.
[image: ]Continued use of initial design patterns, in the case of Jetty, comes from a lasting 20,000 ft view shown in Figure V.S. Keeping to the same abstract view of the application keeps the general usage—and possibly the extendibility—of it consistent even if file structure within changes.
FIGURE V.A Jetty 20,000 ft view
If the code maintains the 20,000 ft. view, users will be able identify the parts that make up the various components.
Finding the various components is made easier with the commenting practices. Comments are all in on file’s header for a group of co-working files to explain the details. Though the percentages of comments themselves have decreased (Table V.B shows a 12% difference in comments from version 4.2 to version 8.0), both percentages are within the industry accepted levels. Also, the common commenting pattern implies that understanding can be found just the same.

TABLE V.B
Version Comparison

	Version core
	Code Lines
	Comment Lines
	%Comments

	4.2
	22106
	14008
	39.7

	8.0
	28229
	10722
	27.5


B. Jetty Summary
Evolution of the usability and extendibility of Jetty has held to a consistent level through consistent commenting patterns and design view. While the commenting style is unique, the consistency through versions allows users to not be lost when coming across new versions. Sticking to the 20,000 ft. view and same pattern designs keeps the overall usage of the drastically changing source code.

Pygmy
Pygmy is a small web server that was designed for devices with limited resources such as PDAs. It is very scalable based on ones needs and uses a plug-in architecture that makes it easy to add and remove.
A. Evolution
At the current moment there are two release versions of pygmy. Table VI.A has version 0.1 and version 0.2 basic statistics.











TABLE VI.A

	Version
	0.1
	0.2

	Files
	29
	81

	Total Lines
	2853
	7188

	Comments (%)
	15.00%
	10.90%

	Classes/Methods
	33
	94

	Statements per class
	4.66
	4.76



These versions changed quite a bit over time. The main differences are that the lines of code tripled, the percentage of comments decreased and the lines per method remained about the same. When looking into it further many other changes can be found. One major change was that the few core files that received changes, updates or bug fixes also received a large increase in comments. While, core with little to no change had the same comments.  Now we will look at two files that represent this. First is Server.java in table VI.B.


TABLE VI.B

	File
	Server.java

	Change in Lines
	Both around 480

	Change in comments
	Same Percentage

	Total change
	Little to no change.



This is a file that was fairly stable and received almost no change. This is due to it not having any problems and with how the plug-in architecture works. Which is to allow for easy feature adding without changing core code unless it is faulty.  The next example is serversocketendpoint.java and it is shown on table VI.C


TABLE VI.C

	File
	Serversocketendpoint.java

	Change in Lines
	Went from 104-154

	Change in comments
	1% to 10%

	Total change
	Descent change to code, and very large change to comment.



This file received massive code change. First off its 50% increase in lines alone is due to a bug fix and adapting it to new features. There is also a large increase in comments, about ten times the previous amount. This is due to having had to fix it at some point and realizing how difficult it was to do this with little to no comments to tell how things work. Unless you were the original developer (and even then given enough time) it is very helpful to have comments when trying to check something for bugs or errors.
These changes can help us find out what we can expect in the future as development continues in the trends we find between the current versions and how easy future development will be.
B. Pygmy Summary
The largest change is of course the code basically tripling in size. This however has little to no merit by itself as you can expect and program that is being developed to get larger over time as new features are added. That it changed so dramatically is due to wanting to wait for all new features before doing a new release. Because of this pygmy only has two versions to date. 
Core files receiving change, also received a lot of comments. This is good practice as it helps to have them when updating again. Unfortunately the core files with little change received no addition comments, which will most likely be the case until they need to be changed in the future.
Despite the increase in comments overall in core files, the overall comments went down by one third. This is due to the new features having very little commenting unless they had very complex code. In this we can expect these new features in future versions to receive good commenting only if they have problems or need to be updated. This is an uncommon approach to programming but with as small a development team as pygmy has it is not unexpected. This team has maintained the code for some time so is expected to have a good familiarity with classes even without comments. They also use the same design patterns from version to version as they seem to have a handle on which works best for them for each situation. Overall pygmy seems to be working fine, but if it ever gets popular enough or the needs of the program evolve to need a larger development team, they will need to change how they write the code so that it is easier for an outsider to understand with little previous knowledge of it.


Tornado
This is a lightweight, multi-threaded, portable server written in Java. It makes use of full HTTP 1.1 and is platform independent. This server has gone through 3 major versions. As with most applications, there was a variety of subversion for each of the major version, with exception to version 3.


TABLE VII.A
	
	Versions of Tornado Web Server

	
	Version 1.0
	Version 2.0
	Version 3.0

	Java Files
	11
	13
	13

	Code Lines
	787
	857
	1145

	Comment Lines
	302
	300
	UKNOWN

	Blank Lines
	147
	166
	13

	Total Lines
	1236
	1323
	1158

	Characters
	42756
	45622
	47402

	Avg Characters per line
	35
	35
	41


A. Evolution of Tornado
 The structure of the application did not change as far as UML standards are concerned. Furthermore, cohesion and coupling did not degrade or strengthen throughout the versions of this software. The biggest changes where to the overall internal functionality of the class. More importantly, to the ability to write concise and efficient code. This server also experienced the splitting of key components into subclasses to better optimize its architecture. 
    The HTTP class experienced only minimal change from version 1 to version 2. These changes only reflected date formatting. This class never strayed from its textbook use of the proxy pattern
     HTTPException class implemented the Factory pattern very well. It is being used to create page exceptions. The only changes that where in server’s ability to display its page errors.
     The next class looked at in this server was the ServerThread class, which successfully implemented the Factory and Iterator patterns. The biggest changes for this server occurred from version 2 to version 3, where the development team split the functionality of this class into multiple smaller classes to handle requests and responses to the server.
     The ThreadManager class saw much improvement in code quality as well significantly more comments during all versions of this server. This class was able to maintain the State pattern very well.
     The Tornado class saw changes during all versions of this server. From version 1 to 2 comments where used to better describe what is being done. In doing so, the developers seem to do better job at programming the server in a concise manner. From version 2 to 3, there where significant additions to code that expanded upon the overall functionality of this server.

TABLE VII.A
	
	Versions of Tornado Web Server

	
	Found Design Patterns

	HTTP.java
	Proxy

	HTTPException.java
	Factory

	ServerThread.java
	Factory, Iterator

	ThreadManager.java
	State

	Tornado.java
	Command, State




Conclusion
These separate web server projects have evolved in very different ways. Usability and extendibility of the source code for the programs has also changed within each project differently. Overall size of the web server project itself appears to be related to how the development is structured within the project team. 
The larger web server projects, Jetty and Tomcat, have a well structured approach to commenting and maintaining understanding of the code. As the projects have grown, comments have been actively maintained for understanding of the code. Even though they are very large, this keeps them easily extendible as the project changes and evolves over time.
Well structured development cycles also maintained a consistent level of usability and extendibility for the source code. Other than the two strong cases with the large projects Jetty and Tomcat, Tornado also kept its source code documented well enough to make use of it. Pygmy on the other hand will be harder to use and extend, especially as the project grows towards the levels of JBoss, Jetty, and Tomcat.
Open-source projects like these web servers are driven largely by popularity. The larger three projects have been through many releases. Their structured approaches to maintain informational source code have allowed them to gain the popularity to last. The usability of the source code of these projects has seems to be related to the popularity growth. 
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